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What's Structured Data Extraction &

2011

« EXxtracting structured data records from web pages
= Identifying values of attributes

The Kite Runner
The Kite Ru: 9780307264237 —

Mercy The Time Machine

Toni Morrison

Reader Rating: (1377 ratings) .
> Read customer reviews Write a Review ISEN 10: 0307264238 / 0-307-26423-8 H. G. Wells (See All COntrlbUtOrS)
ISEN 13: 9780307264237 Paperback
. : Fublisher: Alfred a Knopf Inc : s
Zggbsate' Publication Date: 2008 Kessmger PUb“Shmg’ LLC
Sales Rank: 644 Binding: Hardcover June 30, 2004

attributes @

N Title Author Publish'Date
The Kite Runner Khaled Hosseini April 2004
Mercy Toni Morrison 2008

The Time Machine H. G. Wells June 30, 2004

a data record = attribute values of an entity
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We Need Structured Data

 Avertical Is a category of entities associated with
similar/attributes (e.g., each book has titlefauthor/...)

New Moon (The Twilight Saga, Book 2)| | Product Summary (Tg;"pl;rwhl;gk? View

Format: paperback

verticals | Beoks

53
1095 w: 213822860
= $6.03 & clgible for FREE Super Saver e: 12/26/2010
o $4.96 (45%) Buy.com Sales Rank: 1405
Dimensions: (in Inches) 8.25H x 5.5 x 1T

L

In Stock.
Shiosfrom and 50 by Amazon.com. Gi%-urap avaias)

- — 1+ {The Time Machine |

Age Range: WA

e | Title
o Author :::': G:t:Nek“sj (See All Contributors) é.lgumey o The Bodies Left Behind The Htundred-Toot Journey (Hardback)
- aperbac! oy Blar RS
e | Publisher —— : md i
. 1 Kessinger Publishing, LLC| £12.99 Free Delivery P
o Publish Date ’777—“| June 30 2004' In stock | Usually dispatched within 24 hours
[suv &

Also available New & Used from £12.00

Restaurants {Scalini Fedeli
&8 10 Degrees South Julian Grilk « :{g:ﬁl;gnsgl';LlAN GRILLE|
R e 543 - Dallas, TX 75230
R Name ”3 of 6,826 restaurants in New York City " om :f-:“_ :f:;ia.;ﬁl‘huon'momms
e Cuisine: ITALIAN
.. 71 ratings | Write a review \E‘w Price: 25.40
e  Cuisine —— |
—
° Address Cusine s ‘ Banana Cafe Subway
Neighborhood: Tribeca
. Phone - (203 43-5908
e 165 Duane St, New York City, NY 10013 | 500 848 5t SE m:m-t:,,
\1(212) 525,0400| Wiashington, DC 20003
Autos 2011 Dodge Durango Express Sport Utility |
EFENT Cr
MPG: 16 - 23 mpg s § 2
° M o CI eI More Photos Bodystyle: UV ,)-’tl f
Y [
° Price Performance Handling Exterior Interior Warranty X S
. . A= # LYo 4
- b1
L] Englne \\ Trim Express Sport Uiy - y > | q‘n:ﬂgﬁ;n Er;l;:’e;;wﬂfrew Ea"mgﬂ
" Gty YW
. t—~{Eaioes 3 5L Pentestr ve DOHC wi v vaive i s o var g o evini] 15 Gy
Y Fuel Economy T e :
e ooy o oy e v v oo 22 v ] SR —
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Challenges

« Example: Vertical = Book,

a page from site 1

Attribute = Pub. Date

a page from site 2

the same entity

The Kite Runner
by Khaled Hosseini

(Paperback - Reprint)

(1377 ratings)
» Read customer reviews Write a Review

Pub. Date:JApril 2004

400pp
Sales Rank: 644

different
value formats

Customer Reviews

If you've read this book, tell the world how
you liked it...

Write a Review

Sort by: Most Recent Highest to Lowest

songcatchers October 25, 2008 x

unforgettable.

Most Helpful

Noisy page

contents

2011/7/27

About the The Kite Runner

The timely and critically acclaimed debut novel
phenomenon...

more

Publishing Details

Publisher: Penguin Group (USA) Incorporated
Date:|April 01, 2004

ISBN13: 9781594480003

ISBN: 1594480001

BINC: 7524841
Age:18 and up

Attribute value
variations
across sites




Challenges (contd.)

New Moon (The Twilight Saga, Book 2) Product Summary
Stephenie Mever [~ (Author) Format: Paperback
Pl 9] (2.270 customar revisvs) Publisher: Urban Books
ISBN: 9781601622853
List Price: $46-99 Buy.com Sku: 213822880 .
erice: $6.03 & eligible for FREE Super Saver| Publish Date: 12/28/2010 [ MOde| o Tltle
Buy.com Sales Rank: 1405
ou Save: $4.96 (35%) Di i (in Inches) 8.25H x 5.5L x 1T P 1 A h
imensions: (In Inches, . X 3. x
Ihn SEOCk' d sold by ft labl Pages: 288 * rce b Ut or
Ships from and ol Amazon.com. Gift-wrap availal . . .
- . : Age Range: NA e Engine e  Publisher
. . i
T 5 CRIGITT VInTeR Fuel Economy Publish Date
A Joumey homas King - Paperback
Tony Blair - )
Fe e Fode (2 customer ratings ) Ty ] o review)
£12.99 Free Delivery AuTHOR: Thomas King
RRP: £25.00 | You save: £12.01 (48%) pususneR Srove Pt
In stock | Usually dispatched within 24 hours| e
FICTION: Yes
- PR— PUBLISH DATE: 10/01/2001
~ Zoo &4 Hore FORMAT: Paperback . .
Also available New 8 Used from £12.00 Images o rass0s . Tltle . T|t|e
_ e Company e Director
Tomb With a View < {itaca (Pepstback) .
(Paperback) e Location e Genre
o e Date e Rating
Bethe firs to wite 2 ceview
Quantity: 11
: ; The Hundred-Foot J Hardback
The Bodies Left Behind I undred Foot ourney Clardbac) e Name
(Hardcover - Bargain) ..
ardcover argain ° CUISIne
Reader Rating: W W W ¥ ( .
s Poge layout T Phone Various
Pub. Date: November 2008 g y (] Phone
368pp
Sales Rank: 211

variations verticals &

across sites

attributes
2011/7/27




Existing Solutions

Kushmerick(PhD thesis '97)

== Manual solutions Muslea et al.(AGENTS'99)

Soderland(Mach.Learn.’99)

. Zheng et al.(KDD'07
- Pros: highly accurate eng etal{
« Cons: labor-intensive; difficult to scale up

Crescenzi et al.(VLDB’01)

Semi-automatic SOIUTIONS iRk R RCIOelE)
Liu et al.(KDD’03)

: : Zhai et al.(WWW’05
- Pros: automatically locate data in templates el
« Cons: need to annotate semantics manually

Zhu et al.(ICML'05,KDD’06)

== Automatic solutions ——— Carlson et al. (ECML'08)
Wong et al.(SIGIR'08 & '09)

- Pros: extract data with specified semantics [°"9 o2 VWS
« Cons: need strong features and/or abundant training data

2011/7/27
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Our Goal

 Label one seed site for each
vertical 2> many unseen sites

. Title - The Time Machine
° Author IH. G. WeIIs| (See All Contributors)
e Publisher £ pera
. T —1—{Kessinger Publishing, LLC|
e  Publish Date —t+—[June 30, 2004]

« Handle various verticals &
attributes without redesign

e Model e Title

e Price e Author

e Engine e Publisher

e Fuel Economy e Publish Date
o Title ¢ Name

e Company e Cuisine

e Location e Address

e Date e Phone

2011/7/27




Outline

* Our Solution
— Main Idea & Framework Overview
— Feature Extraction
— Vertical Knowledge Learning
— Vertical Knowledge Adaptation
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Our Solution: Main Idea

Flexible for various Robust to variations
verticals & attributes across websites
General loose Recallt
Features Classifiers N
Combine
. . e
Site-L.evel Constraints .
Precision?

Web pages are generated by site-level templates

2011/7/27




Framework Overview

(b) Vertical Knowledge Learning

Attribute-Specific

(a) Feature Extraction Semantics Learning
A labeled > I ]
seed site Layout Inter-Attribute
Layout Learning
Content
> (c) Vertical Knowledge Adaptation
unseen site Context Page-Level
Semantic Prediction
Data Inter-Page <
I Wrappers .
Extraction < PP /4 Aggregation
Inter-Attribute
f Structured ;
= Re-ranking

Data

2011/7/27 11 B




(b) Vertical Knowledge Learning

Attribute-Specific

P .
3 (a) Feature Extraction Semantics Learning
A labeled > »
seed site e Inter-Attribute
— Layout Learning
— Content
Me—
A new » » (c) Vertical Knowledge Adaptation
unseen site okt Page-Level
\T/ Semantic Prediction
Data Inter-Page
. 4— Wrappers 44— B <
| Extraction | _ Aggregation
Structured Inter-Attrl_bute
Data Re-ranking

Feature Extraction
* Layout
« Content
« Context

2011/7/27 12 B




General Features of Web Pages =

i1ing i
2011 §

e Extract features from text nodes in DOM trees of
web pages

T nner — div
by Khaled Hossein —h1
| text | The Kite Runner
Reader Rating: (1377 ratings) em
> Read customer reviews Write a Review
. text | by a text node
Pub. Date: April 2004 /
400pp \ — 2
Sales Rank: 644 \| >H  text Khaled
Hosseini
Web Page DOM-tree

Three types of features: layout, content, context

2011/7/27 13




Layout Features

» Goal: characterize the position of a text node

(Paperback - Reprint)

Reader Rating: w W W W

The Kite Rupher
by| Khaled Hosseini

v (1377 ratings)
> Read customer reviews Write a Review

Visual Position = (24, 798)

Pub. Date: April 2004

400pp
Sales Rank: 644

Visual position in a rendered page
POSiti 0)p) = coordinates to the top left

Web Page
e ® 1\
1
t text | The Kite Runner DOM pOSItlon In a DOM tree
= Path = root-to-leaf tag path
a
Lo ] S
o "iDOM-tree \

2011/7/27

DOM Path = /html/body/div/div/div/div/ihl/em/a/text

14




Content Features

 Derived from the value contained in a text node

Unigram Set of unique tokens
Example:
Compared with specific
Extracted at | Number of features like (for Price)
page level tokens/characters Contains(‘$’, ", ‘0-9"),
more flexible for any
mixture of characters
Character Proporti.or.] of
i Type letters/digits/symbols Example:
5 ; - In Restaurant vertical,
Site-level Page roportion or pages | cyjsines are much
= {7, containing text node
statistics Rl Urlele) it the same value | fedundant than Names
General enough to characterize various attributes -
2011/7/27 15 1



Context Features

Motivation
— Surrounding text indicates semantics of text nodes
— Text nodes with identical context = similar semantics

lesleflglel values of visually
preceding text nodes

Extracted at

page level
Site-level Pl & static (across pages)
statistics Suffix sub-strings of text node value

2011/7/27 lllustrative example of prefix/suffix extraction



Context Features

 Motivation
— Surrounding text indicates semantics of text nodes
— Text nodes with identical context = similar semantics

{letter}: {digit}.{digit} {letter}

e N T e e . L . o e e e e e e e e e e e e e e e -

Length: 23.8 mm Price: 25.86 USD Price: 19.99 USD \

e e = = = = oy

Length: 15.8 mm
Price: 45.99 USD

Length: 22.4 mm

Price: 9.76 EUR

Weight: 10.4 ounces

Price: 18.54 EUR

Weight: 1.25 ounces
Weight: 6.9 ounces

Price: 0.99 EUR

e e e e e e e e e e e e s e s o e e . . e — — — — — — —

i Sub-groups N

| 5 . . : - I RN

| Price: {dig}.{dig} USD Length: {dig}.{dig} mm ' Prefixes Suffixes \,I
| Price: 45.99 USD Length: 15.8 mm | | |
| Price: 25.86 USD Length: 22.4 mm | | USD |
| Price: 19.99 USD Length: 23.8 mm | ) || Price: |
i - e 71 Weight: =UR |
| | Weight: {dig}.{dig} ounces Price: {dig}.{dig} EUR | | ’ ounces ||
| Weight: 10.4 ounces Price: 9.76 EUR | | Length: mm |
: Weight: 6.9 ounces Price: 18.54 EUR | | )
.\ Weight: 1.25 ounces Price: 0.99 EUR ) S——— L !

2011/7/27
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<4 (a) Feature Extraction

A labeled p Ly
seed site Layout
N~

Content
T

\______/
A new S

unseen site

1

Dat '
-y <«4— Wrappers €——

| Extraction |

Context

Structured
Data

» (c) Vertical Knowledge Adaptation

(b) Vertical Knowledge Learning

Attribute-Specific
Semantics Learning

Inter-Attribute
Layout Learning

Page-Level
Semantic Prediction

Inter-Page <
Aggregation

Inter-Attribute
Re-ranking

Vertical Knowledge Learning

* Attribute-Specific

Semantics

* Inter-Attribute Layout

18




Features to Vertical Knowledge

 Goal

— Learn knowledge from a labeled seed site
based on features extracted from text nodes

— Guide data extraction from unseen sites
* Two types of vertical knowledge

Features Vertical Knowledge

Content

Attribute-Specific Semantics
Context

o

Inter-Attribute Layout

2011/7/27




Attribute-Specific Semantics

« Content features - classifiers (e.g., SVMSs)
* Context features - (token-score) lookup tables

. Text nodes for
attribute a,

Semantics of attribute g

e tran Classifier
Features C(a;)

Predict semantic
relevance to g
for new text nodes

Features T (a;)

JULCIEN L ookup Table

2011/7/27 20 B




Inter-Attribute Layout

e Construct a KXK layout matrix from layout features
 Encode pairwise distances between K attributes

Text nodes for |

LU Features.

Help verify
—> combinations
of attributes

Text nodes for _| KXK layout matrix

attribute ay [ SRS (darker - closer)

Tend to Example: layout matrices from 5 websites in Book vertical

be close\ title
author
ISBN-13
publlsher
publlsh date
21 .

2011/7/27
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Vertical Knowledge Adaptation
Page-Level Semantic Prediction
nter-Page Aggregation
nter-Attribute Re-ranking

P .
3 (a) Feature Extraction Semantics Learning
A labeled L | — ;
seed site Layout Inter-Attribute
— Layout Learning
p——— Content
\-______/ h
A new ) » (c) Vertical Knowledge Adaptation
unseen site Coyiaat Page-Level
\T/ Semantic Prediction
Data ' Wrappers <€ Inter-Page
| Extraction | _ Aggregation
Structured In;er-AttI:l'bute
Data e-ranking

(b) Vertical Knowledge Learning

Attribute-Specific

22 B




Page-Level Semantic Prediction

Attribute-specific semantics - page-level candidates

Attributes: [ B ][ C ]

g 0.7 g 0.8 g 0.9
7 os @809 o6 ) 0.7
9 0.9 0.8 C 107
C )04 C )05 C 07
g 0.9 g 0.1 g 0.2
C o3 C Jo4 C 05
Page 1 Page 2 Page 3

2011/7/27




Inter-Page Aggregation

« For each attribute: multiple candidates per page -

Page 1 Page 2 Page 3
= e 0.7 0.8 0.9
ru
E&o.9
False
alarms 0.9 0.1 0.2
- _J
~

align & aggregate
Site-level “page” J 9grey

@S> Count=3, Mean=0.8 | v True attribute occurrences
& >{Count:1, Mean:0.9] x Infrequent noise
- >{Count:3, Mean:0.4] % Occasional false prediction
]
2011/7/27 24 1



Inter-Attribute Re-ranking ;

|

2011 §

* Multiple possible solutions (attribute combinations)

Solution 3

Sf)_l‘u_ti_o_n‘l Solution 2
N /1-.‘\

\ 7 \

_— —

Sim=0.6

Inter-attribute layout

learnt from the seed site
2011/7/27

Slm 0.5

- iy

Re-rank candidates by
measuring similarity ]

25 B
]



Summary: Flowchart of Features

Content
Features

Context
Features

fayout
Features

2011/7/27

Attribute-Specific
Semantics

Inter-Page Alignment

Inter-Attribute
Layout

Page-Level
Semantic Prediction

Inter-Page Aggregation

Inter-Attribute
Re-ranking




Outline

* Experimental Results
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A Large-Scale Dataset

(Publicly available at http://swde.codeplex.com)
8 verticals with diverse semantics
80 websites (10 per vertical)
124,291 pages (200~2,000 per website)
32 attributes (3~5 per vertical) with labeled ground-truth

Vertical Attributes

Autos model, price, engine, fuel_economy
Books title, author, ISBN, publisher, pub_date
Cameras model, price, manufacturer
Jobs title, company, location, date
Movies title, director, genre, rating

NBA players name, team, height, weight
Restaurants name, address, phone, cuisine

Universities name, phone, website, type
2011/7/27 28 B




Experimental Settings

« Methods

<Baselines>
1. SSM (Stacked Skews Model) Carlson et al. ECML’08

2. PL (page-level semantic prediction)
3. PL + P (inter-page aggregation)
<Full solution>
4. PL + |IP + |A (inter-attribute re-ranking)
* One seed site (by turns), test on other sites

« Performance metrics: precision & recall

2011/7/27 29 B




1.00
0.90
0.80
0.70
0.80
0.50
0.40

Performance

| 55M
W FL=IP

mPL

AUtus HPL+P+la

precision recall
= W 55M mPL
Movies
W PL=IP HPL+IP+l&

1.00
0.90 |-
0.80 0.77 5 0.76 0-78
0.70
0.60
0.50
0.40

precision recall

2011/7/27

1.00
0.90
0.20
0.70
0.60
0.50
0.40

1.00
0.90
0.20
0.70
0.60
0.50
0.40

W 55M
B PL=IP

mPL

Books B PL+IP+IA

precision recall
W 55M mPL
NBA Plavers mPL=IP W PL=IP=14
0.83

o077 951

precision recall

30 B




Performance (contd.) .i

W 55M mPL HSSM mPL
Cameras m PL+IP B PL+IP+IA Jobs HPL+IP  EPL+IP+IA
1.00
0.90
0.80
0.70
0.60
0.50
0.40
precision recall precision recall
W 55M mPL = = W 55M mPL

Restaurants __ . _....a Universities = . ...
1.00 0.gs 037 697 0-94 1.00
0.80 0.80 | p.85 0.86 0.80 0.81
0.80 0.80 |----
070 | _ - - - 0.70
0.60 0.60
050 |- PN B - 0.50
0.40 0.40

precision recall precision recall

2011/7/27 31 W




Performance: Multiple Seed Sites&=

2011 §

* Our solution with multiple seed sites
— Take the solution with highest confidence score

* Our solution with (one seed + bootstrapping seeds)
« SSM with multiple seed sites

Table 3: Average F-scores of the proposed solution
based on multiple seed sites.

#Seeds 1 2 3 4 3
Our Solution 0.843]0.860|0.868(0.884|0.886
Our Solution (Bootstrap)|[0.843|0.856|0.861|0.859|0.865
SSM 0.630(0.6450.692|0.719(0.741

2011/7/27




Summary

A unified solution for structured data extraction
— Minimal human effort: labeling one site per vertical
— Flexible for various verticals & attributes

A large-scale dataset (has been published online)
— 124K pages from 80 websites in 8 verticals
Promising performance

— Precision = 80%, Recall = 80% for most verticals

Future work

— Bootstrapping: accumulate vertical knowledge
Incrementally

2011/7/27
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Thank you!

Dataset available at
http://swde.codeplex.com

Microsoft
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Q&A

Dataset available at
http://swde.codeplex.com
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